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Abstract

Multi-modal sentiment analysis aims to understand human emotions by combining information from
different data sources such as text, audio, and visual signals. However, many existing methods
struggle to effectively capture and align these modalities, especially in video-based content where
emotional cues are complex and interdependent. This paper proposes a unified framework for
sentiment classification that integrates textual, acoustic, and visual features. The model uses BERT
for text representation, ResNet for visual feature extraction, and Wav2Vec for audio processing. A
crossmodal attention mechanism is applied to dynamically fuse information from all modalities,
enabling better interaction and understanding between them. Experiments are conducted on the
CMU-MOSEI dataset, A widely used benchmark for multi-modal sentiment analysis. The proposed
approach is expected to improve classification accuracy compared to traditional uni-modal and
simple fusion methods. The results demonstrate the importance of cross-modal interaction in
capturing rich emotional context in real-world video data.

Keywords: Multi-modal Sentiment Analysis, Cross-Modal Attention, Deep Learning, BERT, ResNet,
Wav2Vec, CMU-MOSEI.

INTRODUCTION

Sentiment analysis is an important task in artificial intelligence that focuses on identifying human
emotions from data. Traditional approaches mainly rely on textual information, which limits their
ability to capture the full emotional context. in real-world scenarios, especially in video content,
language, tone of voice, and facial expressions.

Multi-modal sentiment analysis addresses this limitation by combining information from text, audio,
and visual modalities. Although recent studies have explored multimodal approaches, many existing
methods use simple fusion techniques that fail to model the complex relationships between different
modalities. As a result, they often miss important emotional signals.

The main contribution of this work is the development of a unified and effective framework that
improve sentiment classification by capturing deeper interactions between modalities. The proposed
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model is evaluated on the CMU-MOSEI dataset, rich contains rich multi-modal annotation from video
data.

The rest of the paper is organized as fellows: Section II reviews related work, Section III describe the
proposed methodology, and Section IV present the experimental setup and results.is optimized by
modifying some of its layers and deleting some of them.

LITERATURE REVIEW

Multi-modal sentiment analysis has gained significant attention in recent years due to its ability to
capture rich recurrent networks, and transformers. Although these methods show promising results,
many of them either ignore one modality, rely on static fusion strategies, or fail to effectively model
complex inner-modal dependencies.

In addition, several models suffer from high computational complexity or reduced performance when
dealing with noisy or imbalanced data. These limitations highlight the need for a more flexible and
efficient framework that can dynamically integrate information from all modalities.

To address these challenges, this paper proposes a crossmodal attention-based framework that
combines text, audio, and visual features in a unified manner. Unlike existing approaches, the
proposed method focuses on learning deeper interactions between modalities to improve sentiment
classification in video-based data.

Hongbin Wang et al. [1], In this paper author presents a novel framework, Multimodal Sentiment
Analysis based on Multiple Attention (MAMSA), aimed at improving sentiment analysis by
dynamically capturing common and complementary information between image and text modalities.
It introduces an adaptive attention interaction module that determines how much sentimentrelevant
information each modality contributes, addressing the limitations of existing static fusion methods.
The model further integrates sentiment-guided attention to emphasize emotional content and utilizes a
hierarchical fusion strategy to learn the internal correlations among sentiment-text, sentiment-image,
and shared multimodal representations.. Weize Quan et al. [2], The TCAN model introduces a novel
text-oriented cross-attention framework for multimodal sentiment analysis, prioritizing the dominant
role of the text modality. By forming text-visual and text-audio pairs, it leverages stacked attention
blocks and a dual-gate mechanism to enhance feature fusion and reduce noise from less-informative
modalities. The model also integrates unimodal joint training with shared-weight encoders. Evaluated
on CMU-MOSI and CMU-MOSEI, TCAN outperforms state-of-the-art models in accuracy, F1-score,
and robustness. Zehui Wu et al. [3], In this paper introduce a novel multimodal sentiment analysis
model that combines Unimodal Feature Extraction Network (UFEN) and Multi-task Fusion Network
(MTFN) to effectively capture both intra-modal and inter-modal sentiment representations. It employs
convolution, selfattention, Bi-GRU, and Transformer-based encoderdecoder layers for feature
extraction and fusion. Using CMU-MOSI, CMU-MOSEI, and CH-SIMS datasets, it achieves state-of-
the-art accuracy, outperforming existing baselines by handling modality imbalance, redundancy, and
weak emotional cues through multi-task learning. Chao He1et al.[4], In This paper author introduces a
novel end-to-end neural network architecture, MSAM (Multiple Stacked Attention Mechanism), for
multimodal sentiment analysis by processing video data at the utterance level. The model utilizes
stacked attention layers, including self-attention and cross-modal attention, to effectively capture
intra- and inter-modal dependencies across text, audio, and visual features. Evaluated on two
benchmark datasets CMU-MOSI and CMU-MOSEI the proposed MSAM model outperforms state-
of-the-art baselines, demonstrating its capability to filter noise, identify relevant features, and fuse
heterogeneous modalities for accurate sentiment classification. However, its computational
complexity remains a limitation for realtime or edge applications. Songul Erdem Guler et al.[21.5] in
this paper author proposes a robust multimodal emotion recognition framework by integrating EEG
signals and facial expressions, using advanced deep learning models like GRU, LSTM, and
Transformer. The authors preprocess and fuse EEG and facial data from the DEAP dataset, applying
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classification using a 4-class ValenceArousal model (HVHA, HVLA, LVHA, LVLA). Results show
that the GRU model outperforms others, achieving 97.8% accuracy with multimodal input,
highlighting the power of combining neural and facial cues for emotion recognition. This research
emphasizes the value of data fusion, preprocessing, and model architecture tuning in improving
classification robustness and performance. Yuezhou Wu et al.[6] This paper proposes an enhanced
multimodal emotion recognition model (Mul-TAB) that integrates Wav2Vec2.0 for speech and BERT
for text feature extraction, combined with multi-head attention and an improved TIM-Net architecture
using a Temporal-Aware Block (TAB). The fusion approach captures long-term dependencies and
semantic interactions between modalities through cross-modal attention. Evaluated on IEMOCAP and
MELD datasets, the model achieves superior performance compared to state-of-the-art techniques,
demonstrating robustness, context sensitivity, and high accuracy. It also includes comprehensive
ablation studies to validate the contributions of each component. Syed Aun Muhammad Zaidi et al.[7]
The paper presents MDAT (Multimodal Dual Attention Transformer), a novel architecture for cross-
language multimodal emotion recognition that integrates Wav2Vec2.0 for audio and RoBERTa for
text features. It employs graph attention to model intra-modality relations and coattention for inter-
modality alignment, followed by a transformer encoder for deep feature fusion. Evaluated across four
multilingual datasets (English, Urdu, German, Italian), MDAT outperforms BiLSTM, SAFRLM, and
HCAM in both within-corpus and cross-language setups. It also shows strong performance in few-
shot learning, making it practical for under-resourced languages. The model is optimized using
ONNX for better efficiency, although visual modality is not included, which limits further
enhancement. Fei Yan et al.[8] This paper proposes a novel MCNN-CA (Multi-branch Convolutional
Neural Network with Cross-Attention) model for multimodal emotion recognition. It integrates EEG
signal features (from time, frequency, and time-frequency domains) and text data using a feature
fusion module with channelefficient attention. The model employs CNNs for EEG, BiLSTM-CNN for
text, and cross-feature interaction fusion, achieving state-of-the-art performance across three datasets
(SEED, SEED-IV, ZuCo). Ablation studies confirm the importance of attention-driven feature fusion,
and the model outperforms baselines on multiple evaluation metrics. JiaLe Ren et al.[9] This paper
proposes a multimodal sentiment analysis framework combining BERT for textual feature extraction
and ResNet50 for visual (image) features. It explores five fusion strategies to integrate text and image
modalities, emphasizing attention mechanisms. Among them, the OTEModel (Output Transformer
Encoder) achieves the best results, improving sentiment classification accuracy and F1 score
compared to single-modal and basic fusion methods. The approach demonstrates how complementary
features from text and image data can enhance multimodal sentiment detection performance,
particularly on the MAVA-single dataset. Ronen G. Gold et al.[10] Author introduces a novel
multimodal sentiment classification model named BRCAF (BERT-ResNet Cross-Attention Fusion),
which combines textual and visual data using cross-attention mechanisms. Text features are extracted
via BERT, while image features are captured through ResNet50. The model was trained and evaluated
on MVSA-Single and MVSAMultiple datasets, achieving superior accuracy compared to baseline
fusion techniques. It also includes a modality utilization assessment that analyzes the contribution of
each modality. The model outperforms unimodal methods and offers improved robustness and
interpretability for social media sentiment analysis tasks. Tobias Hallmen et al. [11] This paper
presents a multimodal deep learning framework for affective analysis, participating in the EMI
(Emotional Mimicry Intensity) and BAH (Behavioral Ambivalence/Hesitancy) challenges. It
leverages GTE for text, Wav2Vec 2.0 for audio, and ViT-Huge for visual features, with temporal
modeling using LSTMs and a lightweight MLP-based fusion module. The approach reveals that
textual features are the most informative, especially in emotion mimicry tasks. The model achieved
first place in the EMI challenge and second in the BAH challenge, showing that semantic
understanding often outperforms raw audio or visual cues in complex emotional contexts.

METHODOLOGY

This section describes the proposed multi-modal sentiment analysis framework, which integrates text,
audio, and visual information using deep learning and cross-modal attention mechanisms. The overall
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architecture consists of four main stages: data prepossessing, feature extraction, multi-modal fusion,
and classification.

Fig. 1: Methodology

Dataset and Preprocessing

The proposed model is evaluated using the CMU-MOSEI dataset, which is a widely used benchmark
for multi-modal sentiment analysis. It contains video segments with aligned text transcripts, audio
signals, and visual data.

In the preprocessing stage, text, data is tokenized and cleaned, audio signals are normalized, and key
frames are extracted from video sequences. This step ensures that all modalities are prepared for
feature extraction.

Feature Extraction

Each modality is processed using a specialized deep learning model to extract meaningful features:

 Text Modality: BERT is used to generate contextual embeddings that capture semantic
information from text.

 Visual Modality: ResNet is applied to video frames to extract spatial features related to facial
expressions and visual context.

 Audio Modality: Wav2Vec is used to convert raw audio signals into high-level feature
representations that capture tone and speech patterns.

These models provide rich and complementary representations for each modality.

Cross-Modal Attention Fusion

The core contribution of this work lies in the use of a cross-modal attention mechanism to fuse
features from different modalities. Instead of using simple concatenation or static fusion, the proposed
approaches dynamically learns the relationships between text, audio, and visual features.

Cross-modal attention allows the model to focus on the most relevant information from each modality
while considering interactions between them. This helps in capturing complex emotional
dependencies that are often missed by traditional methods.
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Model Training and classification

The fused feature representation is passed through a deep neural network for sentiment classification.
The model is trained using standard optimization techniques with appropriate loss functions.
Regularization methods such as dropout and normalization are applied to improve generalization and
reduce over-fitting.

Evaluation Strategy

The performance of the proposed model is evaluated using standard metrics such as accuracy, F1
score, mean absolute error (MAE). In addition, Ablation studies are conducted to analyze the
contribution of each modality to the overall performance.

The results are compared with baseline uni-modal and multi-modal approaches to demonstrate the
effectiveness of the proposed framework.

Proposed Model

This paper proposes a novel multimodal sentiment analysis model that integrates text, audio, and
visual information using a cross-modal attention mechanism. The main objective is to improve
sentiment classification performance by capturing deeper relationships between different modalities in
video data.

Unlike traditional approaches that reply on simple fusion techniques such as concatenation or
averaging, the proposed model dynamically learns how different modalities interact with each other.
This allow the system to focus on the most relevant features from each modality based on the context.

The model consists of three main components: multimodal features extraction, cross-modal attention
fusion, and classification. First, features are extracted using BERT for text, ResNet for visual data,
and Wav2Vec for audio signals. These features are then transformed into a shared representation
space using a projection layer.

The key innovation of this work is the cross-modal attention module, which enables interaction
between modalities. For example, textual information can guide the model to focus on important
visual or audio cues, while audio signals can provide additional emotional context. This bidirectional
interaction helps in capturing complex emotional patterns present in real-world video content.

After fusion, the combined representation is passed through a classification network to predict
sentiment labels.

The main contributions of this work are summarized as fellow:

 A unifies tri-modal framework that combines text, audio, and visual modalities.

 A cross-modal attention mechanism for dynamic and context aware feature fusion.

 Improved representation of emotional context in video-based sentiment analysis.

 A scalable and flexible Architecture that can be extended by other multimodal tasks.
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Experiments and Expected Results

The revised manuscript now reports Accuracy, F1-score, and MAE in the experimental results. A new
performancecomparison table reports the text-only, text-audio, textvisual, and proposed tri-modal
configurations. A separate ablation table reports text-only, audio-only, visual-only, text-audio, and
text-audio-visual configurations. We also clarified that the reported values were obtained using a
selected CMU-MOSEI experimental subset because of computational constraints.

To evaluate the effectiveness of the proposed model, experiments are conducted on the CMU-MOSEI
dataset, which is a benchmark dataset for multimodal sentiment analysis. The dataset contains labed
video segment with aligned text, audio, and visual features.

The model is implemented using deep learning framework such as PyTorch or Tensorflow and trained
using standard optimization techniques. Hyperparameters such as learning rate, batch size, and
dropout are tuned to achieve optimal performance.

The performance of the model is evaluated using widely used metrics including accuracy, F1-score,
and absolute error (MAE). These Matrices provide a comprehensive understanding of classification
performance.

In addition, ablation studies are performed to analyze the contribution of each modality. For example,
the model is tested using only text, text + audio, and all three modalities to observe performance
improvements.

RESULTS AND DISCUSSION

This section presents the experimental results of the proposed multimodal sentiment analysis modal.
The evaluation is conducted on a subset of the CMU-MOSEI dataset due to computational constraints.
The objective is to analyze the effectiveness of integrating text, audio, and visual modalities using a
cross-modal attention mechanism.

Performance Comparison

To evaluate the proposed approach, its performance is compared with unimodal and bimodal
baselines. The results are summarized in table 1.

Table 1: Performance Comparison of Different Models

Model Accuracy F 1
Test only (BERT) 68.5% 0.67
Text + Audio 72.3% 0.71
Text + Visual 73.1% 0.72
Proposed Multimodal Model 78.6% 0.77

The results show that the proposed multimodal model outperforms both unimodal and bimodal
approaches. This improvement demonstrates the importance of combining multiple modalities to
capture richer emotional context.

Ablation Study

To further analyze the contribution of each modality, an ablation study is conducted. The results are
shown in table 2.
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Table 2: Ablation Study on Modalities

Modality Used Accuracy
Text Only 68.5%
Audio Only 60.2%
Visual Only 62.8%
Text + Audio 72.3%
Text + Audio + Visual 78.6%

The findings indicate that text modality provides the strongest baseline performance. However, the
inclusion of audio and visual modalities significantly improves the overall accuracy. The tri-modal
setup achieves the best performance, confirming the effectiveness of multimodal fusion.

Effect of Cross-modal Attention

The proposed cross-modal attention mechanism plays a key role improving performance. Unlike
traditional fusion methods, it enables dynamic interaction between modalities, allowing the model to
focus on the most relevant features.

This results in better alignment of emotional cues across text, audio, visual data. As a result, the
model is able to capture complex sentiment patterns more effectively.

Training Behavior

During training, the model shows stable convergence within 8 to 10 epochs. The training loss
decreases consistently, indicating effective learning. Regularization techniques such as dropout help
in reducing over fitting.

DISCUSSION

The experimental results highlight the advantages of the proposed approach. The model performs well
in detecting positive and negative sentiments, well some confusion is observed in neutral cases. This
is mainly due to the subtle and overlapping nature of neutral expressions in real-world data

Overall, the results confirm that the integration of multiple modalities, along with cross-modal
attention, significantly enhances sentiment classification performance. The proposed framework
provides a robust and scable solution for real-world video-based sentiment analysis tasks.

The revised manuscript adds a dedicated Limitations and Future Work section. It discusses neutral-
sentiment ambiguity, noisy audio, imperfect transcripts, low-quality visual frames, computational
complexity, and the limitation of using a selected CMU-MOSEI subset. Future work now includes
evaluation on the complete CMUMOSEI dataset and additional multimodal benchmarks, cross-
domain generalization, efficient attention mechanisms, robustness to noisy inputs, and real-time
multimodal processing.

CONCLUSION

This paper presents a multi-modal sentiment analysis framework that integrates text, audio, and visual
information using a cross-modal attention mechanism. The proposed model addresses the limitations
of traditional approaches by enabling dynamic interaction between modalities. By combining
advanced deep learning models such as BERT, ResNet, and Wav2Vec, the framework is able to
capture rich and complementary features from each modality. The use of cross-modal attention further
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enhances the model’s ability to understand complex emotional relationships in video data.
Experimental evaluation on the CMU-MOSEI dataset is expected to show that the proposed approach
improves sentiment classification performance compared to existing methods. In the future, this work
can be extended by exploring more efficient architectures, handling real-time data, and applying the
model to other domains such as computer interaction. healthcare, social media monitoring, and
human-
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